EVER FAILED, TRY AGAIN, SUCCEED BETTER: RESULTS FROM A RANDOMIZED EDUCATIONAL INTERVENTION ON GRI

SULE ALAN†
TEODORA BONEVA
SEDA ERTAC

Abstract

We show that grit, a skill that has been shown to be highly predictive of achievement, is malleable in childhood and can be fostered in the classroom environment. We evaluate a randomized educational intervention implemented in two independent elementary school samples. Outcomes are measured via a novel incentivized real effort task and performance in standardized tests. We find that treated students are more likely to exert effort to accumulate task-specific ability, and hence, more likely to succeed. In a follow up 2.5 years after the intervention, we estimate an effect of about 0.2 standard deviations on a standardized math test.

JEL Codes: C91; C93; D03; I28.

†University of Essex, Bilkent University and J-PAL, salancrossley@gmail.com.
I INTRODUCTION

The growing literature on human capital accumulation has emphasized the importance of non-cognitive skills in explaining individual differences in achievement in various economic and social domains (Heckman et al., 2006; Borghans et al., 2008). These skills encompass a broad range of individual character traits, often measured via standardized questionnaires by psychologists and, more recently, via incentivized experimental elicitation techniques by economists. Non-cognitive skills such as patience, self-control and grit have been shown to be highly predictive of outcomes ranging from educational attainment, occupational and financial success to criminal activity and health outcomes; see Heckman et al. (2006); Almlund et al. (2011); Dohmen et al. (2011); Sutter et al. (2013); Heckman et al. (2011); Moffit et al. (2011); Castillo et al. (2011); Golsteyn et al. (2013). In fact, the predictive power of non-cognitive skills appears to rival that of cognitive skills (Roberts et al., 2007; Kautz et al., 2014). More importantly from a policy standpoint, there is now ample evidence suggesting that these important skills are malleable especially in the childhood period and can be fostered through educational interventions (Almlund et al., 2011; Kautz et al., 2014).1

Among these skills, “grit” is the focus of this paper. Grit is generally defined as perseverance toward a set goal and it is closely related to conscientiousness. Grit has been shown to be associated with college GPAs and educational attainment. It also predicts retention in different contexts: Grittier students are more likely to graduate from high school, grittier employees are more likely to keep their jobs, grittier soldiers are more likely to be retained in the army and grittier men are more likely to remain married; see Duckworth et al. (2007); Duckworth and Quinn (2009); Maddie et al. (2012); Eskreis-Winkler et al. (2014). Beliefs are likely to play an important role in producing “gritty” behavior. An individual will set ambitious performance goals and persevere in response to failures if her perceived productivity of effort is sufficiently high. While confidence about one’s existing skills can be important in such decisions, optimistic beliefs about the role of effort in success are also likely to be crucial. The latter is related to the concept of “growth mindset” (see Dweck, 2006, Yeager and Dweck, 2012). An individual who holds this mindset believes that skills can be developed over time by exerting effort (e.g. by continued practice). Such an individual will be less discouraged by and more likely to persevere after early failures.

Given the central question of how to motivate individuals to work harder in educational and occupational settings, it is important to understand the nature of grit, and

1Well-known examples of early childhood and elementary school programs include the Perry Preschool Program (Heckman et al., 2010, 2013), the Abecedarian Program (Campbell et al., 2014; Garcia et al., 2016), and the project STAR (Schanzenbach, 2006; Dee and West, 2011; Chetty et al., 2011).
to explore ways of enhancing it. In this paper, we evaluate a randomized educational intervention that aims to foster grit in the classroom environment. We conjecture that an intervention that instills in children optimistic beliefs about the productivity of effort and encourages them to persevere through setbacks will increase the motivation to undertake and keep working at challenging but rewarding tasks, eventually resulting in higher achievement. The intervention involves a teacher training program that focuses on three interrelated ideas underlying grit: growth mindset, perseverance through failures, and goal-setting. The program is supported by a specifically designed curriculum to be implemented in class by students’ own teachers. This curriculum consists of animated videos, mini case studies and classroom activities that highlight (i) the plasticity of the human brain against the notion of innately fixed ability, (ii) the role of effort in enhancing skills and achieving goals, (iii) the importance of a constructive interpretation of failures and therefore perseverance, and (iv) the importance of goal setting. Teachers in treated schools participate in a training seminar to learn how to implement the program. The materials are shaped by a multidisciplinary team of education consultants and elementary school teachers. The intervention also has a significant pedagogical component: teachers are encouraged to adopt a teaching philosophy that emphasizes the role of effort in everyday classroom practices, e.g. while giving performance feedback and interpreting test results.

We evaluate the impact of this program using two independent samples from a total of 52 state-run elementary schools in Istanbul, Turkey. Within each sample, the intervention is randomized across schools in which at least one teacher was willing to participate in the program. We measure the outcomes through a multi-faceted methodology that includes a novel incentivized real effort task, grades and objective test scores. The incentivized real effort task is designed to elicit core aspects of grit; challenge seeking, perseverance through setbacks, goal setting and the propensity to engage in effortful behavior to accumulate skill. Specifically, we elicit students’ choices between a challenging high-reward and an easy low-reward task, and the dynamic response of this choice to negative performance feedback. The task also involves a temporal component, which allows us to observe skill accumulation in the challenging task through practice. In addition to experimental choices and outcomes, we administer standardized tests to measure mathematics and verbal (Turkish) skills. We also measure students’ beliefs about the malleability of ability and the role of effort in achievement, as well as self-reported attitudes and behaviors regarding perseverance, using pre- and post-treatment questionnaires. We collect this information from over 3,200 4th grade students in total, by visiting 110 classrooms multiple times.

In both samples, our results reveal a striking impact of the intervention on students’
behaviors and outcomes in the real effort task. In particular, we find treated students to be significantly more likely to opt for a difficult high-reward task than an easier low-reward alternative. Treated students are also significantly more likely to re-attempt the difficult task after receiving negative performance feedback. The design of our incentivized task additionally allows us to investigate whether treated students are more likely to aim for succeeding in the difficult task when they are given the opportunity to accumulate task-specific skill. When given time to acquire the skill needed to succeed in the difficult task, treated students are significantly more likely to set the goal of succeeding in the difficult task. They are also significantly more likely to achieve this goal. More specifically, they are about 8 to 10 percentage points more likely to actually succeed in the difficult task, and consequently, they collect about 16% to 26% higher rewards than students in the control group. These findings suggest that treated students are more likely to set ambitious goals, engage in skill accumulating activities, and end up with higher success as a result.

The positive effects we estimate in the incentivized task also extend to achievement outcomes. Although we do not estimate a significant treatment effect on subjective grades given by teachers, we find that treated students perform significantly better in an objective mathematics test. Tests conducted immediately after the program reveal a large treatment effect (about 0.31 standard deviations) on math and a smaller and less precise effect (about 0.13 standard deviations) on verbal performance. Particularly encouraging is that the program has remarkably persistent effects on math scores: In a follow-up conducted 2.5 (1.5) years after the implementation of the program in the first (second) sample, we estimate an effect of about 0.23 (0.19) standard deviations on an objective math test. For verbal scores, however, the estimated short-term effect seems to have dissipated in both samples. We find that the estimated treatment effects on both behavioral and achievement outcomes are remarkably similar across the two independent samples. The replicability and persistence of our results is encouraging and clears the path for a potential scale-up.

Our study relates to the growing number of studies that investigate the impact of growth mindset interventions on short-term academic achievement. These interventions are typically administered with the help of short videos that illustrate the plasticity of the brain and highlight the idea that intellectual ability is not fixed but can be developed (see, e.g., Dweck, 2006, Yeager and Dweck, 2012). While the early studies produced very promising results (e.g. Aronson et al., 2002, Good et al., 2003, Blackwell et al., 2007), a recent meta-analysis concludes that the overall effects of such interventions are estimated to be weak, and that growth mindset interventions may only benefit students of low socioeconomic status or students who are academically at risk/low-
achieving (Sisk et al., 2018). Three recent studies that use large samples of students all reach this conclusion. Paunesku et al. (2015) evaluate the effect of a 45-minute mindset intervention in a sample of 9-12 graders and find that the intervention only has a positive impact on the end-of-semester GPA of students at risk of dropping out of high school. Similarly, Yeager et al. (2016b) investigate the impact of a two-period mindset intervention in a sample of 9th graders and find that the intervention only raises the end-of-semester GPA of previously low-achieving students. In a recent study, Yeager et al. (2018) randomly assign a 50-minute mindset intervention to 9th grade students in a representative sample of 65 U.S. public schools and find that the intervention significantly increases the end-of-year GPA of previously low-achieving students, while it has no effect on high-achieving students. Other prominent studies published to date include Sriram (2014), Yeager et al. (2014), Yeager et al. (2016a) and Bettinger et al. (2018). While some of these studies find positive effects, other studies do not find significant effects on achievement outcomes. Our study differs from these mindset interventions in three respects. First, our intervention is delivered by teachers and it is considerably more intense in terms of duration as well as content. Trained teachers spend twelve 2-hour sessions covering and discussing the material but the intervention does not merely consist of covering a curriculum. It also involves a significant pedagogical component. Specifically, teachers are encouraged to apply the ideas in everyday teaching and classroom activities. Our intervention aims to change children’s beliefs and behaviors through the classroom practices of teachers, and places the focus more directly on encouraging actual perseverant behavior in class, in addition to introducing students to a set of ideas. This, in fact, also ensures that treated students are exposed to the concepts and ideas for the duration of an entire school year, and not only within the limited project hours. Second, we conduct a long-term follow-up for both of our samples with respect to objective test scores. Third, as part of this evaluation, we propose a novel incentivized task to measure the core aspects of grit: challenge seeking, perseverance after negative feedback, goal-setting and willingness to accumulate ability over time.

Our study also relates to the literature on how student coaching and goal-setting interventions affect student achievement in college. Bettinger and Baker (2014) test the effectiveness of individualized student coaching and find that having a personal coach significantly increases student retention. Oreopoulos and Petronijevic (2018) test the effectiveness of three different interventions (i.e. an online goal-setting exercise, a text message campaign and a personal coach) and find that while the personal coaching program has large effects on student achievement, the low-cost interventions relying on technology have no effects on academic outcomes. Dobronyi et al. (2017) test the
effectiveness of two online goal-setting interventions, one of which includes a growth mindset component, and also find no evidence of an effect on student achievement or drop out. Oreopoulos et al. (2018) evaluate an online planning exercise aimed at increasing study time and find that while the intervention has some impact on the amount of time students study, it has no effect on academic outcomes.

We show that a targeted educational intervention implemented by students’ own teachers in the natural classroom environment, can produce remarkable effects on behaviors related to grit, and on success and payoffs in an incentivized real effort task. The effects extend to actual achievement outcomes and persist over time. Given the pivotal role of non-cognitive skills for academic achievement and labor market success (Duckworth et al., 2007; Almlund et al., 2011; Kautz et al., 2014), this evidence is of utmost policy importance. Our results provide an affirmative answer to the question of whether grit is malleable, adding to the literature showing that preferences, non-cognitive skills and outcomes can be influenced through childhood interventions (e.g. Fryer, 2011; Bettinger et al., 2012; Levitt et al., 2016; Alan and Ertac, 2018; Kosse et al., forthcoming).

Our intervention also highlights a particular low-cost way of fostering non-cognitive skills in the natural environment of the classroom. Being able to achieve such an impact in the school environment offers hope for reducing persistent achievement gaps observed in many countries, where educational policy actions aiming to enhance family inputs tend to face challenges in engaging families of low socio-economic strata.

The paper is organized as follows. Section II presents details on the design and implementation of the educational intervention, and on the measurement of the different outcome variables of interest. Section III contains details on the data, while Section IV presents the results. Section V provides a brief discussion on potential channels and Section VI concludes. All Appendix material can be found in the Online Appendix.

II DESIGN AND OUTCOME MEASUREMENT

II.A. Content of the Intervention

The Turkish Ministry of Education encourages all elementary and post-elementary schools to participate in extra-curricular projects offered by the private sector, NGOs, the government, and international organizations. After being examined and endorsed by the

---

2 Alan and Ertac (forthcoming) show that the intervention evaluated in the current paper also mitigates the well-documented gender gap in competition, while Alan and Ertac (2017) show that the intervention has an effect on patterns of altruism, such that there is less sympathy towards the unsuccessful.
Ministry, these projects are made available to schools. Participation in these projects is at the discretion of teachers. The Ministry allows up to 5 lecture hours per week for project-related classroom activities. The program we evaluate in this paper was implemented as an extra-curricular project of this type.

The program involves covering a specifically designed curriculum by children’s own trained teachers. The curriculum consists of animated videos, mini case studies and classroom activities that highlight (i) the plasticity of the human brain against the notion of innate ability, (ii) the role of effort in enhancing skills and achieving goals, (iii) the importance of a constructive interpretation of setbacks and failures, and (iv) the importance of goal setting. The aim of the program is to expose students to a worldview in which any one of them can set goals in an area of their interest and can work toward these goals by exerting effort. The materials highlight the idea that to achieve goals, it is imperative to avoid interpreting immediate failures as a lack of innate ability or intelligence. This worldview embraces any productive area of interest, whether it be music, art, science or sports. While the target concepts of the educational materials were determined by the scientific team, specific contents (e.g. scripts) were shaped with input from an interdisciplinary team of education psychologists, a group of voluntary elementary school teachers, children’s story writers and media animation artists, according to the age and cognitive capacity of the students. A minimum of 10 sessions were recommended to the teachers to complete the curriculum. Most teachers reported that they spent at least 2 hours/week on the project over the course of twelve weeks.

To give an example of the material covered, in an animated video, two students who hold opposite views on the malleability of ability engage in a dialog. The student who believes that ability is innate and therefore there is no scope for enhancing ability through effort, points out that the setbacks she experiences are reminders of the fact that she is not intelligent. Following this remark, the student who holds the opposite view replies that she knows that setbacks are usually inevitable on the way to success; she interprets them as opportunities to learn, and therefore, they do not discourage her. The video contains further conversations between these two students on similar ideas such as the importance of sustained effort in achieving one’s long-term goals. Training materials also include stories in the form of mini-case studies containing similar ideas in different contexts. In addition to material about the malleability of abilities, the intervention contains materials that highlight the importance of goal-setting, and address issues that tend to hinder perseverance, such as fear of failure, fear of math and other challenging tasks. Visual materials and stories are supplemented by classroom activities created and supervised by teachers, based on general suggestions and guidelines put forward in the teacher training seminars.
students prepared colorful posters that contain famous phrases of renowned individuals pertaining to the importance of grit and perseverance. These posters were exhibited in these schools in the week during which the lives of famous scientists and explorers in history were covered as part of the life sciences curriculum.³

Volunteering teachers who were assigned to the treatment group participated in a training seminar to learn how to implement the program. The seminar was carried out over the course of one day. In the seminar, instructors first introduced the concepts and their importance for academic achievement. They then guided the teachers through the materials and suggested classroom activities with the help of education consultants. The seminar was structured in an interactive manner and instructors aimed to actively engage the teachers in different activities to exemplify the different concepts. In addition to receiving detailed instructions on how to cover the curriculum, teachers were encouraged to adopt the ideas put forward in the materials as part of a teaching philosophy. To do this, they were given various pedagogical guidelines. These include praising students’ effort, championing perseverant behavior and positive attitudes toward learning, rather than just praising good outcomes. Teachers were also encouraged not to praise a successful student in a way which would imply that the student possesses superior innate ability. Rather they were advised to highlight the role of effort in success. In this sense, the intervention is not merely a set of materials to be covered in a specified period of time, but rather an attempt to change the mindset of children by changing the classroom practices of the teachers. To assess how successful this attempt was, we conducted an anonymous survey among teachers at the end of the academic year and asked about their views on the ideas put forward in the materials. More than 95% of all teachers report that they agree with the ideas conveyed by the training and 93% report having implemented the program. It is important to stress that the intervention is not prescriptive in nature. Because we were concerned about the optimality of perseverance in different contexts at the design stage, we took great care to avoid normative propositions regarding gritty behavior both in the curriculum materials and in pedagogical guidelines.

II.B. Evaluation Design

Turkey has a two-tier education system where the children from middle and higher socioeconomic strata tend to attend well-resourced private schools. Because our sample covers only state-funded schools in remote areas of Istanbul, it predominantly repre-

³Oversight of the ministry and the input received from independent school teachers in preparation of the materials ensured that all activities and reading materials complemented the existing curricula. A summary of the curriculum can be found in Online Appendix C.
resents Turkey’s lower socioeconomic segment. The program we evaluate is the second arm of a two-arm randomized-controlled trial initiated in Spring 2013. It was implemented as two independent studies, giving us two independent evaluation samples. In both samples, the intervention was randomized across schools in which at least one teacher stated his/her willingness to participate in the program.

In the first study, we randomly allocated 15 schools to Initial Treatment (IT), 10 schools to Control-then-Treatment (CT) and the remaining 12 schools to Pure Control (PC). As soon as the baseline data were collected in Spring 2013, the first arm of the RCT, referred to as the “patience” arm, was implemented. This involved training the teachers in the initial treatment (IT) group to cover a curriculum that aims to encourage forward-looking behavior. In May-June 2013, we collected our first follow-up data and measured the effect of the patience treatment on the intertemporal choices of children.\textsuperscript{4} In Fall 2013, our IT group received the “grit” intervention, while the CT group (9 schools) received the “patience” intervention. Note that the IT group had now received two treatments (grit and patience) combined. The CT group never received the grit intervention and remained as the “patience only” treatment. The results of the evaluation of the patience arm with respect to children’s intertemporal decisions and behavioral conduct are reported in Alan and Ertac (2018). In the current paper, we compare treated students (in the 15 IT schools that received grit+patience) and control students (in 9 CT schools that received patience only and 12 PC schools) when using this sample (Sample 1 henceforth) to evaluate the effect of the grit intervention. Notice, however, that the design of this study does not allow us to evaluate the effect of the grit intervention in isolation. Even though we show that the patience treatment has no effect on grit related outcomes by comparing CT and PC (see Tables A.1, A.2 and A.3 in Online Appendix A), we cannot rule out the effect of dynamic complementarities.\textsuperscript{5} The second study, which was implemented in the school year 2015-2016 and essentially provides a replication sample, resolves this issue.

In the second study, we randomly assign the same grit intervention across a new set of state schools in Istanbul. This sample (Sample 2 henceforth) consists of 16 schools (8 treatment, 8 control). While the intervention followed the same procedures (same curricular materials and teacher training approach), there are a couple of important differences in the way the study was conducted. These changes were made to alleviate potential issues with the design of the first study, which were due to logistical constraints. First, in the replication study the treatment schools were not subject to the...
patience treatment. This allows us isolate the effect of the grit intervention. Second, we administer objective math and verbal tests, not just at follow-up but also at baseline. These tests measure students’ math and verbal (Turkish) performance, two core skills that are of utmost importance for students’ further academic endeavors (Altonji et al. 2012; Hodara 2013; Aucejo and James 2019).

In both studies, the randomization was performed in the following way. First, the Istanbul Directorate of Education sent the official documentation of the program to all elementary schools in designated districts of Istanbul. The teachers in these schools were then contacted in random sequence and offered to participate in the program. Teachers were informed that upon participation they would be assigned to different training phases within the coming two academic years. All teachers who agreed to participate were promised to eventually receive all training materials and to participate in training seminars, but they were not told when within the next two academic years they would receive the treatment, until the random assignment was completed. The promise of the training offer was made to the teacher and not to current students, i.e. while children in control groups would never receive the training as they move on to middle school after year 4, their teachers would, albeit at a later time.

Once a teacher stated a willingness to participate, we assigned their school into treatment or control. The sample generated with this design contains schools in which at least one teacher stated their willingness to participate in the program. Therefore, the estimated impact of the program is the average treatment effect on the treated and is not readily generalizable to the population. However, in the study Sample 1 approximately 60% of the contacted teachers accepted our offer and the most common reason for non-participation was being “busy with other projects, although happy to participate in this program at a later date” (about 20%). The rest of the non-participation was due to “impending transfer to a school in another city, with a willingness to participate if the program is implemented there” (about 5%), and “not being in a position to participate due to private circumstances” (about 10%). In study Sample 2, acceptance of the training offer reached 80%. Given these numbers, we conjecture that the external validity of our results is strong.

In Sample 1, baseline data were collected in Spring 2013, the first intervention (patience) was implemented in Spring 2013, and the grit intervention was implemented in Fall 2013. In Sample 2, the baseline data were collected in Spring 2015, the intervention (grit only) was implemented in Fall 2015. We note that the school year in Turkey starts in mid-September and finishes in early-June. In both samples, treated teachers spent

---

6Another difference between Sample 1 and Sample 2 is that the students in Sample 2 are about 6 months younger than the students in Sample 1. This is because of an unexpected educational reform implemented in 2012 that lowered the age at which children start school.
about 12 weeks in the beginning of the school year to cover the curriculum we designed. In Sample 1, the incentivized experiments were conducted in May 2014, towards the end of the school year. By that time, students had been exposed to the trained teacher for almost the entire academic year. In Sample 2, the experiments were carried out in January 2016, shortly after the teachers had covered the twelve-week curriculum.

Acknowledging the importance of a long-term follow-up, we launched two separate data collection efforts, one covering Sample 1 in March 2016 and the second covering Sample 2 in June 2017. The first one involved revisiting the students in Sample 1 when they were in grade 6, approximately 2.5 years after the intervention and giving them math and verbal tests based on the official grade 6 curriculum. The second one involved revisiting Sample 2 students when they were in grade 5, approximately 1.5 years after the program, with the same purpose (math and verbal tests based on the grade 5 curriculum). Because there is no central database in Turkey that allows tracking students easily when they change schools, to be able to conduct the follow-up, we enlisted elementary school headmasters’ help in getting a list of schools that their students usually go to in the neighborhood. After locating these middle schools, we obtained a list of the students enrolled in 6th grade for Sample 1 and 5th grade in Sample 2. We then matched the lists with our elementary school data based on student and elementary school name, and with this method we were able to track about 55% (60%) of the students in the original Sample 1 (Sample 2). We note that attrition is balanced across treatment and control groups both in Sample 1 (p-value=0.883) as well as in Sample 2 (p-value=0.935). To conduct the tests at follow-up, we visited these middle schools and found the students distributed across different classrooms. We identified the students who were part of our study and assembled them in a separate room in which they took the tests. As we show in Table A.4 in Online Appendix A, we do not find any significant differences in student characteristics in our follow-up data for Sample 1. For Sample 2, while most characteristics are well-balanced, we detect some differences, e.g. in baseline verbal test scores. We use a number of baseline variables as covariates in the regressions to correct for potential imbalances and also use inverse probability weights to account for possible differential attrition. Details of the evaluation designs for each study sample are given in Table I.

Note that our control group was also subject to a number of placebo treatments at the time of our study. These treatments were all ministry-approved extra-curricular

\footnote{Turkey has a two-tier education system where the children of middle and higher socioeconomic strata tend to attend well-resourced private schools. Because our sample covers only state-funded schools in remote areas of Istanbul, it predominantly represents Turkey’s low socioeconomic segment. In this segment, most families send their children to the closest state school in their catchment area.}
projects (e.g. on environment sensitivity, health and hygiene), similar to the current intervention in terms of teacher involvement and types of activities but unlikely to have affected the outcomes we study. These placebo treatments allow us to rule out various potential mechanisms as we discuss later in Section V.

II.C. Experimental Outcomes: A Real Effort Task

We estimate the effect of the intervention on students’ behaviors and outcomes in an incentivized experimental task designed to measure several aspects of grit. Our design requires two different visits to the same classroom, a week apart from each other. In the first visit, children go through five rounds of a mathematical real effort task. In particular, they are presented with a grid which contains different numbers where the goal is to find pairs of numbers that add up to 100. At the end of the five rounds, one of the rounds is selected at random and subjects get rewarded based on their performance in that round. Rewards depend on meeting a performance target. In all the tasks we present to the children, the target is to find three pairs of numbers which sum to 100 within 1.5 minutes. The rewards consist of gifts of value to children of this age group. These include fun stationary items, small puzzles, skipping ropes, frisbees, small balls and keychains. We carefully selected the items to reflect what was currently trendy and sought-after among children of this age.

Before each round starts, subjects have the chance to choose between two different types of tasks for that round: (1) the “4-gift game”, which yields four gifts in the case of success and zero in the case of failure, and (2) the “1-gift game”, which yields one gift in the case of success and zero in the case of failure. Although in both games the goal is to find at least three pairs of numbers adding to 100, the 4-gift game is more difficult than the 1-gift game. In particular, in the 1-gift game the grid is smaller, and the matching pairs are easier to identify.

Before the five periods start, all subjects are given a large grid that contains many matching numbers and they are given two minutes to find as many pairs of numbers that add to 100 as possible. This is intended to both familiarize the children with the task before they make decisions, and measure task-specific ability. The rewards are such that children get a small gift for each pair they can find. These small gifts (e.g. a regular pencil, single hairpin etc.) are significantly lower in value than the gifts used as rewards in the actual task, and children are aware of this. In addition, information

---

8Note that while Sample 1 students are given 1.5 minutes for each round, Sample 2 students are given 1 minute 45 seconds for each round. We chose to give Sample 2 students more time because they were on average younger than Sample 1 students. See Section III for more details on the characteristics of the two samples.

9See Appendix B for examples of the two types of task.
about actual rewards they receive from this task is not revealed until the end of the 1st visit. In the main 5-round part of the experiment, subjects are distributed two booklets of 5 pages each, the 4-gift game booklet and the 1-gift game booklet. Each booklet contains 5 pages that correspond to the 5 rounds of the relevant type of game. In addition, subjects are distributed a choice sheet. Before a typical round starts, subjects are instructed to circle their game of choice for the upcoming round in their choice sheet, and then get ready to open the relevant page of their booklet of choice. They are then given 1.5 minutes to find as many matching number pairs as they can. All students are instructed to fold their arms once the 1.5 minutes are over. During this time, experimenters go around the class and circle either “Succeeded” or “Failed” on the students’ sheets for that round, based on whether at least 3 pairs were correctly found. As mentioned above, students have the opportunity to switch back and forth between the two types of tasks as the rounds progress.

The above procedures, whereby students work on their task of choice in each round have one exception. In the first round, the students’ choices are implemented with 50% chance, and with 50% chance they play the difficult game irrespective of their choice. This allows us to obtain a sample of students playing the difficult task in the first round that is free from selection. From the 2nd round onwards, students are completely free in their choices, and their choices are implemented with 100% chance.

After the five rounds are completed, we inform the children that we will visit their classrooms once more, in exactly a week’s time. The children are told that they will play the game one more time during this second visit, and that they need to decide now whether they would like to play the 4-gift (difficult) game or the 1-gift (easy) game at that point. They are also told that they will have access to an "exercise booklet" which contains examples and practice questions that have a similar difficulty level to the 4-gift game. Just as in the first round, to get a subsample to play the difficult game free of selection, the students’ choices are implemented with 50% chance, and with 50% chance they play the challenging game in the next visit. Students are aware of this procedure when they make their choices. They are also informed about which game they are going to play in the 2nd visit at the end of the 1st visit. Actual rewards from the first visit are not revealed until after all the choices have been made for the second visit. In total, the first visit takes two lecture hours.

In the second visit, children perform the task they chose at the end of the first visit or the difficult task, depending on whether the difficult task was imposed for them or not. They again have 1.5 minutes to find pairs of numbers that add up to 100. The game is played for one round, and rewards are based on performance during that round. The reward basket in the second visit contains the same array of items that were used as
rewards in the first visit. Full instructions are given in Online Appendix B.

To minimize potential Pygmalion/experimenter demand effects, we made sure that teachers were not present in the classroom during the data collection. Students were made aware that no information on their choices/outcomes would be shared with their teachers. We did not inform students that the data collection was in any way related to the educational material they had been exposed to, and deliberately avoided wording/terminology that was frequently used in the intervention (e.g. grit, quitting, challenge) during the data collection. The experiments were labelled as ‘games’ in which the students could earn rewards. It was repeatedly emphasized that there was no right or wrong decision in these games, that everyone was different and each student was free to do as he/she pleased. Finally, the use of strong incentives, as advocated in the experimental economics literature, helps minimize potential Pygmalion effects (Hertwig and Ortmann 2001). The rewards children could earn in the experimental tasks were of significant value to them. Overall, we were very careful to take precautions at the design stage to minimize potential Pygmalion effects and we believe it is very unlikely that teachers’ or experimenters’ expectations could have altered students’ behavior in the experimental tasks. Similarly, to prevent potential demand or Hawthorne effects operating on test scores, teachers were given no information about the study design, and neither the teachers nor the students knew that we would be conducting standardized tests at any point in time. We therefore do not expect teachers to have changed their teaching to prepare their students for the tests. Our longer-term measurements, which were conducted after children moved on to middle school, provide further reassurance, since children are not in the same environment anymore and are taught by different teachers for each subject.

III Data and Baseline Information

The treatment was randomized across 36 schools in Sample 1 (15 treatment, 21 control) and 16 schools in Sample 2 (8 treatment and 8 control). The number of students who were officially registered in the classrooms that were part of the trial at the beginning of the school year was 2,575 in Sample 1 (in 68 classrooms) and 1,499 in Sample 2 (in 42 classrooms). The average number of students officially registered in each classroom in the beginning of the school year is 38 in Sample 1 and 36 in Sample 2. In the classrooms in which the data collection was conducted, 79% of the students (1899) in Sample 1 were present on the day of testing and consented to participate, while 91%
(1360 students) were present and consented in Sample 2.\footnote{We collected experimental outcomes in all but four classrooms in Sample 1, which we could not visit due to scheduling constraints towards the end of the school year. We visited all classrooms in Sample 2. Differences in absenteeism across the two samples reflect the fact that Sample 1 classrooms were visited in May (almost at the end of the school year) and Sample 2 in January.} We estimate the treatment effects separately for each study sample.

For both samples, the baseline data contain rich information on student characteristics. In addition to collecting information on demographic variables such as gender and age, we administer a Raven’s progressive matrices test to obtain a measure of cognitive ability (Raven et al., 2004). Moreover, we measure students’ risk tolerance using a version of the Gneezy and Potters (1997) risky allocation task. We also conducted surveys before and after the intervention to gather information on students’ (i) baseline beliefs about the malleability of ability, and (ii) attitudes and behaviors related to grit and perseverance. The questions measuring grit are based on the Duckworth and Quinn (2009) grit scale and elicit self-reported gritty behaviors, while questions that elicit beliefs about the malleability of abilities (mindset) are based on Dweck (2006); see Online Appendix D for the full set of questions. To obtain the aggregate measures we are interested in, we extract the first principal component from the students’ responses to these questionnaire items, and normalize the variables to have mean zero and standard deviation one. Finally, we also have information on the students’ academic success and their families’ socioeconomic status (SES), obtained through teacher surveys. For these, teachers are asked to rate the wealth level of the students’ family on a 5-point scale (1: very low, 5: very high). The success variable asks teachers to rate the students’ overall academic performance on a 5-point scale (1: very low, 5: very high). Both samples contain measures of prior academic achievement. These are grades (for Sample 1 and 2) and standardized test scores (for Sample 2) in two core subjects, mathematics and Turkish. For the purpose of the analysis, we normalize them to have a mean of zero and a standard deviation of one.\footnote{We do not have baseline standardized test scores for Sample 1. In fact, one motivation for replicating the intervention was to obtain an objective measure of achievement at baseline.}

We use these baseline measures to assess the samples’ balance across treatment status. Table II provides the balance tests for Sample 1 and Sample 2. In Sample 1, we do not observe any statistically significant differences in student characteristics, test scores or beliefs. In Sample 2, most characteristics, test scores and beliefs are also balanced, although there are some significant differences across treatment and control. We use a number of baseline variables as covariates in the estimation of the average treatment effects to increase the precision of our estimates and to account for potential imbalances in baseline covariates which are predictive of our outcome measures.

Next, we investigate whether students with different treatment status have different
task-specific ability at the beginning of the incentivized experiment. As explained in Section II, at the beginning of the first visit, there is an initial round where students are asked to find as many pairs as possible in a large grid of numbers. This round allows us to measure the students’ task-specific skill level. As can be seen in the last row of Table II, the number of pairs found in this task (referred to as “task ability”) is not different across treatment status in either sample.

[Insert Table II here.]

Finally, we note that students’ choices in the experimental task correlate with baseline test scores. Specifically, choosing the difficult task in all five rounds and choosing the difficult task for the second visit are positively correlated with math and verbal scores at baseline (see Online Appendix Table A.5).

IV Results

IV.A. Estimation of Treatment Effects

To test the null hypothesis that the program had no impact on the experimental outcome \( y^E \), we estimate the average treatment effect conditioning on baseline covariates:

\[
y^E_{ij} = \alpha_0 + \alpha_1 T_j + X'_{ij} \gamma + \epsilon_{ij}
\]

where \( T_j \) is a dummy variable which equals 1 if school \( j \) is in the treatment group and zero otherwise, and \( X_{ij} \) is a vector of observables for student \( i \) in school \( j \) that are potentially predictive of the outcome measures we study. The estimated \( \hat{\alpha}_1 \) is the average treatment effect on the treated. When estimating the treatment effect on experimental choices and outcomes, we control for task ability, gender, the Raven score, baseline beliefs and test scores, and risk tolerance as well as a dummy variable for whether the student has any inconsistent data entries.

Estimates are obtained via a logit regression when the outcome considered is binary. This is the case for students’ choices between the difficult and the easy task, and for their success/failure in meeting the performance target. The binary outcome variable “success” is defined as finding three correct pairs or more. In the case of payoffs, the above equation is estimated via ordinary least squares. The outcome variable “payoff” takes the value 0 if the target of finding three pairs is not met, 1 if the easy game is played and the target is met, and 4 if the difficult game is played and the target is met. To test the null hypothesis that the program had no impact on test scores \( y^T \), we estimate the average treatment effect using the same specification and control for
IV.B. Treatment Effect on Choices and Outcomes in the Real Effort Task

In the following, we examine the effect of treatment on students' choices and outcomes in the incentivized real effort task. Section IV.B.1. presents the results for the first visit while Section IV.B.2. presents the results of the second visit. For the sake of brevity, all tables in this section present the estimated treatment effects without presenting the coefficient estimates of the covariates.

IV.B.1. First Visit

In the first visit, students are asked to choose between the 1-gift (easy) game and the 4-gift (difficult) game in each of the five main rounds of the experiment. With the exception of the first round, in which some students are randomly selected to do the difficult task irrespective of their choice, students perform the task of their choice before moving on to the next round. While in both samples the vast majority of students is successful on the easy task, this is not the case for the difficult task. Given that we randomly selected a subset of students to do the difficult task in the first round irrespective of their choice, this allows us to obtain an estimate of the empirical success rate on the difficult task free from selection. In Sample 1, 29% of the students for whom the difficult task is imposed are successful on the difficult task, while for Sample 2 the corresponding

---

12Note that all experimental results are robust to excluding all individuals from the estimation for whom we have inconsistent data entries (9%), e.g. doing the easy task when difficult is imposed, or actually playing a different game than they planned for (see Tables A.6 and A.7 in Online Appendix A).
number is 20%. Given that the difficult task yields 4 gifts in the case of success while the easy task only yields 1 gift, the expected payoff from the two tasks was about equal.

Table III presents the estimated treatment effect on students’ choice of task difficulty during the five rounds of the first visit (columns 1-5). The presented estimates are average marginal effects from logit regressions in which we regress the choice of task difficulty on a treatment dummy and a set of covariates. The first finding to note is that in both samples, the proportion of students in the control group who attempt the difficult task declines visibly through the rounds. While in both samples about 67% of the control group students attempt the difficult task in the first round, only 40% (26%) attempt the difficult task in round five in Sample 1 (Sample 2). While a similar trend can be observed for treated students, we note that in all five rounds treated students are significantly more likely to attempt the difficult task compared to control group students. In Sample 1, students are 10 percentage points more likely to choose the difficult task in the first round and this effect persists until the fifth round in which students are 9 percentage points more likely to choose the difficult task. Similarly, students in Sample 2 are also 10 percentage points more likely to choose the difficult task in round one and the effect also persists until round five, in which they are 13 percentage points more likely to attempt the difficult task. In fact, treated students are about 9 and 12 percentage points more likely to choose the difficult task in all of the five rounds in Sample 1 and Sample 2, respectively (see column 6).

Next, we estimate the effect of treatment on task choice in round two for those students who failed at the imposed difficult task in the first round. Given that we randomly chose a subset of students to perform the difficult task in the first round, we can analyze how treatment affects task choice after failure in a sample that is free from selection. In Table III column 7, we show that treated students who failed at the imposed difficult task in round one are significantly more likely to want to re-attempt the difficult task in round two, despite the fact that there are no significant differences in task ability (in visit 1) across treatment and control group students who failed at the imposed difficult task (Sample 1 p-value=0.47; Sample 2 p-value=0.24). Success in the imposed difficult task, while not exogenous, is balanced across treatment and control group students (Sample 1 p-value=0.59, Sample 2 p-value=0.15) in the first visit. The estimated difference between treatment and control group students is striking. Among the students who failed at the imposed difficult task in Sample 1, treated students are 15 percentage points more likely to re-attempt the difficult task in the subsequent round (permutation

---

13 In the first round, when the difficult task is not imposed, we take the task that students actually played as their choice.

14 Regarding the small fluctuations from round to round, we note that these arise because some students did not complete all rounds, e.g. because they had to go to the bathroom.
The corresponding estimate in Sample 2 is also 15 percentage points (permutation p-value=0.11). Note that if we perform this estimation with all students for whom the difficult task was imposed we obtain similar results. When we restrict the sample to those students who were randomly selected to do the difficult task in the first round irrespective of their choice, we find that treated students are 11 and 16 percentage points more likely to choose the difficult task for the subsequent round in Sample 1 and Sample 2, respectively. While we cannot rule out that there are unobserved differences between treatment and control group students who failed at the imposed difficult task, these results strongly suggest that the intervention affects the way in which students react to negative feedback.

As explained in Section II.C., at the end of the first visit we let the students know that we will come back exactly one week later and that they will play the same game for one additional round. We also inform them that if they like, they can take a study booklet covering numerous examples of the difficult game and study/practice over the week using this booklet. We emphasize that this is entirely voluntary. We then collect their decisions on which type of task they would like to do in the following week. After we collect these choices, students are informed whether they will have to play the difficult game in the following week, or the game of their choice. The purpose of this exercise is to see whether the treatment generates “goal-setting” behavior in the form of a commitment to improve task related ability in the six days before the second visit. We predict that students who believe that ability in this task is malleable through sustained effort and perseverance are more likely to set the goal of succeeding in the difficult game and therefore more likely to commit to playing the difficult game. This is exactly what we see in the last column of Table III. Treated students are estimated to be 14 percentage points more likely to plan to play the difficult game in the following week in Sample 1 (permutation p-value=0.000), and 18 percentage points more likely to plan to play the difficult game in Sample 2 (permutation p-value=0.004).

We now turn to the question of whether treatment affects students’ experimental outcomes, namely, success and payoffs. Table IV column 1 presents the estimated treatment effects on success in round 1 of the first visit for the sample which was forced to play the difficult game. This particular round is designed in such a way that allows us to estimate the treatment effect on success in the difficult game free of selection. As mentioned above, we find no significant treatment effect on success rates in either sample (permutation p-values are 0.59 and 0.15 for Sample 1 and 2 respectively). This is also generally true for payoffs in all rounds: the estimated treatment effects on payoffs in all five rounds are not statistically different from zero, with the exception of the first
round in Sample 2, which is positively significant at the 5% level.

Treated students set the goal of succeeding on the difficult task in the second week - but did they actually achieve this goal? This is the question we explore in the next subsection.

IV.B.2. Second Visit

The temporal component of our experimental task serves a very important purpose for our study. While it is unlikely that students can improve their ability on a task within five rounds of only 1.5 minutes, it may well be that students can accumulate task-specific ability when given sufficient time. Ability accumulation takes time and effort, and the amount of time and effort required to master a task varies according to the characteristics of the task. In this specific real effort task, we chose to give students one week, with the conjecture that it would be sufficient for motivated students to work through the exercises provided in the study booklet and that such effort would lead to a higher probability of success in the second visit.

As in the first round of the first visit, a random subset of students were asked to do the difficult task during the second visit, irrespective of their choice. This allows us to investigate whether the treatment affects the probability of success in the difficult task in the second visit. Table V presents the estimated treatment effects on outcomes of the second visit. The first column presents the treatment effects on success obtained from the sample on which the difficult task is imposed, while columns 2-5 present the treatment effects on payoffs. For the latter, we estimate treatment effects on the entire sample as well as conditional on whether the difficult task was imposed in the class or not. Looking at the first column for both samples, we see that treated students are about 8 (10) percentage points more likely to succeed in the difficult game in Sample 1 (Sample 2). These effects are statistically significant. The increased success rate is also reflected in payoffs: we estimate a statistically significant 16% and 26% treatment effect on payoffs in Sample 1 and Sample 2, respectively (0.30 and 0.45 more gifts for treated students in Sample 1 and Sample 2, respectively). Note also that the estimated effects are similar for the imposed and unimposed samples. Considering the combined payoffs of both visits (the last column), we estimate 12% higher payoffs in Sample 1, and 21% higher payoffs in Sample 2 relative to their respective control groups.

A natural question is whether there is a type of student for whom the treatment was particularly successful. Presumably, treatment may have a differential impact on students with different task-related ability levels. For example, the treatment might be effective in pushing a potentially able but reluctant student into planning to do the
It may encourage a student with low ability to study hard as well. Since the performance technology is conducive to ability accumulation, we might also observe increased success rates in the second week for these students. Our analyses, however, do not reveal any systematic heterogeneity in treatment effects with respect to gender, task ability and cognitive ability.\footnote{Full results on heterogeneity are available upon request.}
Overall, the estimated effects using our behavioral measure are strong and also robust to linear probability estimation and estimation without baseline covariates; see Tables A.8 and A.9 for the former, and Tables A.10 and A.11 for the latter in Online Appendix A.

IV.D. Treatment Effect on Test Scores

The implication of a change in beliefs regarding the malleability of skills can be far-reaching. For one thing, a student who used to think that there is not much one can do to excel in an area, whether that be related to art or science, may now be convinced that all it takes is goal-setting and hard work. If this is the case, we may be able to see improvements in other domains where sustained effort results in better outcomes. The obvious outcome to look at in this regard is school grades. For this purpose, we collect official grades (given by the teacher) that reflect the students’ math and verbal performance at the end of the school year. Because of the possibility that teachers’ assessments may have been affected by the treatment in an unknown way, we decided to also administer standardized tests (math and verbal) in both samples.

We find no significant impact of treatment on average teacher-given grades in either sample (Table VI). Anecdotal evidence from conversations with out-of-sample teachers suggests that the reason why teacher-given grades may be unaffected by the intervention is that teachers in elementary school tend to apply a relative grading scheme with a stable distribution. On the contrary, we find remarkably large and significant treatment effects on standardized test scores (Table VII). In the first (short-term) follow-up in Sample 2, which was conducted in January 2016, we detect a significant treatment effect of 0.31 (permutation p-value=0.008) on standardized math scores and 0.13 (permutation p-value=0.105) on standardized verbal scores. In the second follow-up in Sample 2, which we administered approximately 1.5 years after the intervention, we still find a positive and significant treatment effect of 0.19 standard deviations for math (permutation p-value=0.026) and a positive albeit insignificant effect for verbal scores. Similarly, for Sample 1 where we have data from a 2.5 year follow-up, we find that the treatment has a persistent effect on standardized math performance. In particular, the treatment raises student achievement in the standardized math test by 0.23 standard deviations (permutation p-value=0.044). Again, we find a positive albeit insignificant result for performance on the verbal test for this sample, suggesting that the results for Turkish performance are fading over time. Table A.12 in Online Appendix A provides the estimated treatment effects on test scores in which we only use baseline test scores as controls. We note that we lose precision when we exclude the rich set of control variables in those regressions. Specifically, the long-run effects on math test scores for
Sample 2 are less precisely estimated and no longer significant at conventional levels.

Compared to other estimates in the literature, our short-term effect on math scores is large. To put these effect sizes in perspective, we note that Schanzenbach (2006), in a review of the existing evidence on the project STAR, concludes that being randomly assigned to a small class raises student test scores by 0.15 standard deviations. Note, however, that while we estimate a large effect immediately after the program implementation, the estimated effects after 2.5 years following the implementation are smaller, and more in line with the literature. Note also that we deliberately target low socioeconomic status students for whom interventions of this type have been shown to be most effective (see Sisk et al., 2018).

The differential effect of the treatment on math and verbal scores is also consistent with the literature. A recent review article by Fryer (2017) which summarizes the lessons learned from close to 200 randomized field experiments in education notes that educational interventions in general tend to be more effective at increasing math achievement relative to reading achievement (e.g., Hoxby and Murarka, 2009, Abdulkadiroglu et al., 2011, Dobbie and Fryer, 2011, Angrist et al., 2012, Fryer, 2014). As noted in the review article, there are different theories that may explain the disparity in treatment effects by subject area. Firstly, it may be that reading scores are influenced to a great extent by the language spoken outside the classroom, which is why they may be harder to influence through targeted interventions in the school environment (Rickford, 1999, Charity et al., 2004). Secondly, research in developmental psychology has suggested that the critical period for language development occurs early in life, while the critical period for developing higher cognitive functions extends to adolescence (e.g., Hopkins and Bracht, 1975, Newport, 1990, Knudson et al., 2006).

Finally, our results also relate to the literature on the importance of teacher quality for student achievement (Rivkin et al., 2005, Hanushek, 2011, Hanushek and Rivkin, 2012). Previous studies have shown that teachers affect later-life outcomes of students both through influencing their test scores as well as their non-cognitive skills (see, e.g., Chetty et al., 2011, Chetty et al., 2014, Jackson, 2018). Consistently with this, educational policymakers in many countries provide professional development programs for teachers (Popova et al. 2016). We relate to this literature by showing that a program based on training teachers has the potential to raise both students’ test scores as well as students’ non-cognitive skills as measured through a behavioral task. To the extent that changes in non-cognitive skills are persistent and lead to better life outcomes, it is plausible to expect that the impact of the program on students’ non-cognitive skills
may spill over to other important life outcomes in the long-run.

IV.E. Multiple Hypotheses and Replication

We estimate the effect of the treatment on multiple outcomes (several experimental as well as achievement outcomes). This may raise the issue of multiple hypotheses testing. Tables A.13 and A.14 in Online Appendix A provide Romano-Wolf p-values along with the original ones. For the purpose of this analysis, we group our main outcome measures into two blocks, namely (i) achievement outcomes and (ii) survey and experimental outcomes, and perform the analysis separately for each block. The results confirm that the precision of all our estimated treatment effects survives this adjustment, i.e., none of the estimated effects switch from being statistically significant to insignificant. This test is conservative in our specific context, since it does not account for the fact that we replicated our study using an independent sample of schools. As we report above, the intervention has yielded both qualitatively and quantitatively similar results in the replication sample. Figure I shows this in visual clarity. While all significant treatment effects in Sample 1 appear as significant in Sample 2, all insignificant findings replicate in the same manner. While the rate of false positives depends both on the observed significance level and the statistical power of an experiment, which we report in Online Appendix Tables A.15 and A.16, an independent replication like the one we have dramatically increases the chances that the original finding is true (see Maniadis et al., 2014). This is especially important in our setting in which attrition rates lower the power of our design.

V Discussion

While our research design does not allow us to disentangle all possible channels through which the intervention may have affected outcomes, we can provide some suggestive evidence on which channels may potentially be important and which channels are unlikely to have played a role. One potential channel may be beliefs regarding the malleability of ability through effort. It may be that the intervention shifted the beliefs about the productivity of effort toward more optimism, resulting in more perseverant behavior and higher resilience against setbacks. Consistently with this mechanism, we estimate a significant treatment effect on students’ self-reported beliefs about the malleability of skills as well as their self-reported levels of grit. The estimated treatment effect on students’ beliefs about the malleability of skills is 0.35 standard deviations in Sample 1 and 0.33 standard deviations in Sample 2, while the estimated effect on students’ self-
reported grit is 0.29 standard deviations in Sample 1 and 0.35 standard deviations in Sample 2 (see Table A.17 in Online Appendix A). Figures II and III present the visible location shift in these survey-based measures. These results provide evidence, albeit suggestive, that the program may have generated the estimated effects by influencing students’ beliefs about the malleability of skills/the productivity of effort.

In addition to beliefs about the malleability of ability, other beliefs and behaviors may have been affected by the treatment, and therefore could have played a role in mediating the effects. Beliefs about students’ own ability, i.e., their self-confidence is one alternative belief channel that could, for example, lead to ambitious goal setting. We should note, however, that our intervention does not aim to increase self-confidence about ability but rather students’ optimism about the future performance they can achieve through exerting effort. A child who is not particularly confident about her ability (for example after having experienced a failure) may still be optimistic about her future performance, if she thinks that she can improve her performance by exerting effort, as emphasized by the intervention. Nevertheless, we did consider this channel at the design stage and collected both baseline and follow-up information on students’ self-assessment of their own math and verbal ability, as well as how smart they believe they are relative to others. We then constructed an aggregate measure of self-confidence by extracting a factor from these survey questions. Using this measure, we find that the treatment had no effect on students’ self-confidence in their own ability (p-value=0.81). In terms of other attitudes and behaviors, we consider students’ attitude towards risk and patience, which may have been affected by the treatment and may have mediated our estimated treatment effects. Risk tolerant individuals may be more likely to undertake challenging tasks, and patient individuals may be more willing to work towards goals whose payoffs will come later, as is usually the case in education as well as in our behavioral task. We do not estimate statistically significant treatment effects on either risk tolerance (p-value=0.52) or patience (p-value=0.97).16

Recall that the program was implemented by teachers within the allotted extra-curricular hours. An alternative channel may be that the implementation of the program leads to more intensive student-teacher interaction, which in turn results in higher test scores. However, we did rule out this potential channel at the design stage by making sure that our control teachers were also engaged in Ministry-approved extracurricular

---

16The latter result comes from Sample 2, where we can estimate the effect of the pure grit treatment on patience measured by a convex time budget task adapted from Andreoni and Sprenger (2012) and used in Alan and Ertac (2018). In this task, children are asked to make an intertemporal consumption allocation in which waiting pays off, and patience is measured by the amount allocated to the earlier date.
projects. These involved similar levels of classroom activity and student-teacher interaction. Besides the program on patience, whose effects we can rule out, these ‘placebo’ projects were related to the environment, dental care and hygiene, which are unlikely to affect the outcomes we are interested in.

We re-emphasize that the evidence we document in this section is only suggestive and by no means gives an exhaustive account of all possible channels. In fact, there are a couple of alternative channels we cannot rule out with our design. One is the role of peer effects. Peer effects have been studied recently in the laboratory in the context of perseverance (Gerhards and Gravert, 2016, Buechel et al., 2018). In our context, students in treated classrooms may change their beliefs and behaviors in response to changes in their classmates’ beliefs and behaviors, amplifying the effects of the intervention. The intervention may also create a classroom culture where gritty behavior becomes a norm, which may further strengthen the effects. Similarly, our intervention may also be effective in producing long-lasting effects because of autoproducive dynamics (see, e.g., Yeager and Walton, 2011 for a discussion). Attributing realized success to high effort might create a self-fulfilling cycle of more effort and more success. Improving grit may therefore impact learning in persistent ways. These dynamics of course may interact with peer effects in unknown ways. We leave exploring these interesting channels to future research.

VI Conclusion

Using two independent study samples, we evaluate a large-scale randomized educational intervention that aims to enhance grit in the classroom environment. We estimate the effect of treatment on students’ (i) behaviors and outcomes in an incentivized behavioral task and (ii) grades and performance in standardized tests after the implementation of the intervention. We find significant treatment effects of the intervention on students’ behaviors and outcomes in the task, which are remarkably similar across the two independent samples. In both samples, treated students are significantly more likely to set challenging goals, to engage in skill accumulation activities, and to accumulate more skill and obtain higher payoffs as a result. Moreover, the intervention also has a large positive impact on students’ objective math performance. This effect persists after 2.5 years after the implementation of the program. The effects we report may persist further into adolescence and adulthood, especially since realizations of success attributed to high effort might create a productive cycle of further effort and further success.

From the policy perspective, the paper contributes to the ongoing debate about the
malleability of non-cognitive skills and the role of educational programs in enhancing individual achievement through interventions specifically targeting those skills (Almlund et al., 2011; Kautz et al., 2014). Our results provide an affirmative answer to the question of malleability within the context of an important non-cognitive skill, and highlight a particular low-cost alternative that can be implemented to foster it in the natural environment of the classroom. Being able to achieve such an impact in the school environment offers hope for reducing persistent achievement gaps observed in many countries, where many educational policy actions aiming to improve family inputs face challenges in engaging families of low socioeconomic strata.

University of Essex, Bilkent University and J-PAL
University of Oxford
Koç University

Supplementary Material

An Online Appendix to this article as well as the data and code replicating the tables and figures in this article can be found at The Quarterly Journal of Economics online.
References


—, Hanselman, P., Walton, G. M., Crosnoe, R., Muller, C., Tipton, E., Schneider, B., Hulleman, C., Hinojosa, C., Paunesku, D., Romero, C., Flint, K., Roberts, A.,


# Tables

## Table I Design

<table>
<thead>
<tr>
<th></th>
<th>A: Sample 1</th>
<th></th>
<th>B: Sample 2</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Patience + Grit (15 schools)</td>
<td>Patience (9 schools)</td>
<td>Control (12 schools)</td>
<td>Grit (8 schools)</td>
</tr>
<tr>
<td>Baseline Data Collection</td>
<td>Mar ’13</td>
<td>Mar ’13</td>
<td>Mar ’13</td>
<td>May ’15</td>
</tr>
<tr>
<td>Patience Training</td>
<td>Spring ’13</td>
<td>Fall ’13</td>
<td>-</td>
<td>-</td>
</tr>
<tr>
<td>Grit Training</td>
<td>Fall ’13</td>
<td>-</td>
<td>-</td>
<td>Fall ’15</td>
</tr>
<tr>
<td>Short-Run Follow-up Data Collection</td>
<td>May ’14</td>
<td>May ’14</td>
<td>May ’14</td>
<td>Jan ’16</td>
</tr>
<tr>
<td>Long-Run Follow-up Data Collection</td>
<td>Mar ’16</td>
<td>Mar ’16</td>
<td>Mar ’16</td>
<td>Jun ’17</td>
</tr>
<tr>
<td></td>
<td>(2.5 years)</td>
<td>(2.5 years)</td>
<td>(2.5 years)</td>
<td>(1.5 years)</td>
</tr>
</tbody>
</table>
### Table II Mean Comparisons of Pre-Treatment Variables

<table>
<thead>
<tr>
<th></th>
<th>A: Sample 1</th>
<th></th>
<th></th>
<th>B: Sample 2</th>
<th></th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Control</td>
<td>Control</td>
<td>Treatment</td>
<td>Treatment</td>
<td>Difference</td>
<td>Difference</td>
</tr>
<tr>
<td></td>
<td>Mean [SD]</td>
<td>Mean [SD]</td>
<td>Mean [SD]</td>
<td>Mean [SD]</td>
<td>(p-value)</td>
<td>(p-value)</td>
</tr>
<tr>
<td>Beliefs (survey)</td>
<td>0.03 [1.00]</td>
<td>-0.02 [1.00]</td>
<td>-0.05 [0.64]</td>
<td>-0.02 [0.98]</td>
<td>0.04 [0.64]</td>
<td></td>
</tr>
<tr>
<td>Grit (survey)</td>
<td>-0.01 [1.01]</td>
<td>0.01 [0.99]</td>
<td>0.03 [0.85]</td>
<td>0.05 [1.02]</td>
<td>-0.12 [0.23]</td>
<td></td>
</tr>
<tr>
<td>Gender (Male=1)</td>
<td>0.53 [0.50]</td>
<td>0.51 [0.50]</td>
<td>-0.01 [0.46]</td>
<td>0.50 [0.50]</td>
<td>0.03 [0.27]</td>
<td></td>
</tr>
<tr>
<td>Age</td>
<td>10.02 [0.44]</td>
<td>10.03 [0.50]</td>
<td>0.01 [0.64]</td>
<td>9.43 [0.53]</td>
<td>4.69 [0.47]</td>
<td></td>
</tr>
<tr>
<td>Raven</td>
<td>0.02 [1.00]</td>
<td>-0.02 [1.00]</td>
<td>-0.03 [0.83]</td>
<td>0.08 [1.00]</td>
<td>-0.11 [0.10]</td>
<td></td>
</tr>
<tr>
<td>Risk Tolerance</td>
<td>2.60 [1.49]</td>
<td>2.51 [1.52]</td>
<td>-0.09 [0.52]</td>
<td>2.17 [1.51]</td>
<td>0.53 [0.84]</td>
<td></td>
</tr>
<tr>
<td>Wealth</td>
<td>2.86 [0.94]</td>
<td>2.75 [1.02]</td>
<td>-0.11 [0.46]</td>
<td>2.61 [1.09]</td>
<td>0.88 [0.68]</td>
<td></td>
</tr>
<tr>
<td>Success in School</td>
<td>3.41 [1.05]</td>
<td>3.28 [1.12]</td>
<td>-0.13 [0.14]</td>
<td>3.42 [1.10]</td>
<td>0.33 [0.37]</td>
<td></td>
</tr>
<tr>
<td>Math Test Score</td>
<td>0.05 [0.97]</td>
<td>-0.04 [1.02]</td>
<td>-0.09 [0.57]</td>
<td>0.00 [1.03]</td>
<td>-0.00 [0.97]</td>
<td></td>
</tr>
<tr>
<td>Verbal Test Score</td>
<td>0.08 [0.92]</td>
<td>-0.07 [1.05]</td>
<td>-0.15 [0.43]</td>
<td>0.10 [0.97]</td>
<td>-0.13 [0.03]</td>
<td></td>
</tr>
<tr>
<td>N</td>
<td>1,132</td>
<td>1,443</td>
<td>816</td>
<td>683</td>
<td></td>
<td></td>
</tr>
</tbody>
</table>

*Notes. Columns 1-2 and 4-5 display the means of the pre-treatment variables in the control and treatment groups for Samples 1 and 2, respectively. Standard deviations are displayed in brackets. Columns 3 and 6 show the estimated difference in means which is obtained from regressing the variable of interest on the treatment dummy. Standard errors are clustered at the school level (unit of randomization) and p-values are reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The variables beliefs (about the malleability of skills) and grit are extracted factors from questionnaire items in the pre-treatment student survey. The Raven score is measured using a progressive Raven's matrices test (Raven et al., 2004). Task ability refers to the student's performance in the ability measuring round of the experiment. Risk tolerance is elicited using the incentivized Gneezy and Potters (1997) task. The student’s wealth and success in school is based on reports by teachers (scale: 1-5). Students’ math and verbal baseline test scores are normalized (mean 0, standard deviation 1). For Sample 1, these test scores refer to the grades given to the students by their teachers, while for Sample 2 they refer to the students’ performance on the standardized tests we administer.*
## Table III Treatment Effect on Choice of Difficult Task

<table>
<thead>
<tr>
<th></th>
<th>Difficult Round 1</th>
<th>Difficult Round 2</th>
<th>Difficult Round 3</th>
<th>Difficult Round 4</th>
<th>Difficult Round 5</th>
<th>Difficult All</th>
<th>After Failure</th>
<th>Next Week</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A: Sample 1</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Treatment</td>
<td>0.102***</td>
<td>0.088**</td>
<td>0.126***</td>
<td>0.108***</td>
<td>0.089***</td>
<td>0.088***</td>
<td>0.145***</td>
<td>0.135***</td>
</tr>
<tr>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.03)</td>
<td>(0.05)</td>
<td>(0.04)</td>
</tr>
<tr>
<td>Permutation p-value</td>
<td>0.004</td>
<td>0.034</td>
<td>0.002</td>
<td>0.009</td>
<td>0.003</td>
<td>0.006</td>
<td>0.051</td>
<td>0.000</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.67</td>
<td>0.54</td>
<td>0.43</td>
<td>0.42</td>
<td>0.40</td>
<td>0.24</td>
<td>0.40</td>
<td>0.45</td>
</tr>
<tr>
<td>N</td>
<td>1889</td>
<td>1884</td>
<td>1885</td>
<td>1882</td>
<td>1886</td>
<td>1862</td>
<td>642</td>
<td>1858</td>
</tr>
</tbody>
</table>

| **B: Sample 2**      |                   |                   |                   |                   |                   |               |              |           |
| Treatment            | 0.098**           | 0.157***          | 0.157***          | 0.157***          | 0.131***          | 0.121***      | 0.149*       | 0.179***   |
| (0.04)               | (0.04)            | (0.03)            | (0.04)            | (0.04)            | (0.04)            | (0.04)        | (0.08)       | (0.04)     |
| Permutation p-value  | 0.017             | 0.002             | 0.004             | 0.006             | 0.005             | 0.013         | 0.109        | 0.004      |
| Control Mean         | 0.67              | 0.51              | 0.35              | 0.30              | 0.26              | 0.16          | 0.50         | 0.41       |
| N                    | 1354              | 1351              | 1351              | 1350              | 1354              | 1335          | 585          | 1349       |

**Notes.** Reported estimates are average marginal effects from logit regressions. Standard errors are clustered at the school level (unit of randomization) and reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The outcome variable in columns 1-5 is a dummy variable which equals one if the student chooses to do the difficult task in the respective round of the first visit, while the outcome variable in column 6 equals one if the student chooses the difficult task in all five rounds. The outcome variable in column 7 is a dummy variable which equals 1 if the student chooses to do the difficult task in the 2nd round of the first visit; estimates are obtained for students for whom the difficult task was imposed in round 1 and who failed to meet the target. The outcome variable in column 8 is a dummy which equals 1 if the student chooses to do the difficult task for the following week. Treatment is a dummy variable which equals 1 if the student attends a school which has been treated with the grit intervention. Controls include task ability, gender, the Raven score, baseline beliefs and test scores, and risk tolerance as well as a dummy variable for whether the student has some inconsistent data entries.
# Table IV: Treatment Effect on Success and Payoffs in the First Visit

<table>
<thead>
<tr>
<th></th>
<th>Success Round 1</th>
<th>Payoff Round 1</th>
<th>Payoff Round 2</th>
<th>Payoff Round 3</th>
<th>Payoff Round 4</th>
<th>Payoff Round 5</th>
</tr>
</thead>
<tbody>
<tr>
<td><strong>A: Sample 1</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Treatment</td>
<td>0.023</td>
<td>0.006</td>
<td>0.027</td>
<td>0.029</td>
<td>0.101</td>
<td>0.053</td>
</tr>
<tr>
<td></td>
<td>(0.04)</td>
<td>(0.09)</td>
<td>(0.06)</td>
<td>(0.07)</td>
<td>(0.09)</td>
<td>(0.09)</td>
</tr>
<tr>
<td>Permutation p-value</td>
<td>0.593</td>
<td>0.951</td>
<td>0.650</td>
<td>0.705</td>
<td>0.294</td>
<td>0.560</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.29</td>
<td>1.33</td>
<td>0.99</td>
<td>1.35</td>
<td>1.20</td>
<td>1.26</td>
</tr>
<tr>
<td>N</td>
<td>917</td>
<td>1878</td>
<td>1866</td>
<td>1874</td>
<td>1870</td>
<td>1872</td>
</tr>
<tr>
<td><strong>B: Sample 2</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Treatment</td>
<td>0.045</td>
<td>0.225**</td>
<td>0.012</td>
<td>0.081</td>
<td>0.009</td>
<td>0.062</td>
</tr>
<tr>
<td></td>
<td>(0.03)</td>
<td>(0.10)</td>
<td>(0.09)</td>
<td>(0.08)</td>
<td>(0.05)</td>
<td>(0.08)</td>
</tr>
<tr>
<td>Permutation p-value</td>
<td>0.147</td>
<td>0.036</td>
<td>0.903</td>
<td>0.382</td>
<td>0.828</td>
<td>0.410</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.20</td>
<td>0.77</td>
<td>0.65</td>
<td>1.01</td>
<td>0.92</td>
<td>1.00</td>
</tr>
<tr>
<td>N</td>
<td>750</td>
<td>1350</td>
<td>1350</td>
<td>1349</td>
<td>1348</td>
<td>1350</td>
</tr>
</tbody>
</table>

**Notes.** Reported estimates in column 1 are average marginal effects from a logit regression. Reported estimates in columns 2-6 are obtained via Ordinary Least Squares regressions. Standard errors are clustered at the school level (unit of randomization) and reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The outcome variable in column 1 is a dummy variable which equals 1 if the student was successful in meeting the target. Estimates in column 1 are obtained for students for whom the difficult task was imposed. The outcome variable in columns 2-6 is the student’s payoff in the respective round. Estimates are obtained for all students. Treatment is a dummy variable which equals 1 if the student attends a school which has been treated with the grit intervention. Controls include task ability, gender, the Raven score, baseline beliefs and test scores, and risk tolerance as well as a dummy variable for whether the student has some inconsistent data entries.
## Table V Treatment Effect on Success and Payoffs in the Second Visit

<table>
<thead>
<tr>
<th></th>
<th>Success</th>
<th>Payoff</th>
<th>Total Payoff</th>
<th>Maximizing Choice</th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Imposed</td>
<td>All</td>
<td>Imposed</td>
<td>Not Imposed</td>
</tr>
<tr>
<td><strong>A: Sample 1</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Treatment</td>
<td>0.084***</td>
<td>0.297***</td>
<td>0.323**</td>
<td>0.245**</td>
</tr>
<tr>
<td></td>
<td>(0.03)</td>
<td>(0.09)</td>
<td>(0.13)</td>
<td>(0.10)</td>
</tr>
<tr>
<td>Permuted p-value</td>
<td>0.016</td>
<td>0.004</td>
<td>0.026</td>
<td>0.058</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.47</td>
<td>1.82</td>
<td>1.87</td>
<td>1.75</td>
</tr>
<tr>
<td>N</td>
<td>1101</td>
<td>1969</td>
<td>1101</td>
<td>868</td>
</tr>
<tr>
<td><strong>B: Sample 2</strong></td>
<td></td>
<td></td>
<td></td>
<td></td>
</tr>
<tr>
<td>Treatment</td>
<td>0.103**</td>
<td>0.450***</td>
<td>0.399**</td>
<td>0.576***</td>
</tr>
<tr>
<td></td>
<td>(0.04)</td>
<td>(0.12)</td>
<td>(0.17)</td>
<td>(0.11)</td>
</tr>
<tr>
<td>Permuted p-value</td>
<td>0.040</td>
<td>0.008</td>
<td>0.049</td>
<td>0.012</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.45</td>
<td>1.70</td>
<td>1.81</td>
<td>1.55</td>
</tr>
<tr>
<td>N</td>
<td>878</td>
<td>1350</td>
<td>878</td>
<td>472</td>
</tr>
</tbody>
</table>

### Notes.
Reported estimates in columns 1, 6 and 7 are average marginal effects from logit regressions. Estimates in columns 2-5 are obtained via Ordinary Least Squares regressions. Standard errors are clustered at the school level (unit of randomization) and reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The outcome variable in column 1 is a dummy which equals 1 if the student was successful in meeting the target. The outcome in columns 2-4 is the student’s payoff in visit 2. The sample used in the analysis either contains all observations (“All”), the observations for whom the difficult game was imposed (“Imposed”) or for whom it was not imposed (“Not Imposed”). The outcome variable in column 5 is the sum of the average payoff in visit 1 and the payoff in visit 2. The outcome variable in columns 6 and 7 is a dummy variable which indicates whether the student makes the payoff-maximizing choice in visit 1 and visit 2, respectively. Treatment is a dummy variable which equals 1 if the student attends a school which has been treated with the grit intervention. Controls include task ability, gender, the Raven score, baseline beliefs and test scores, and risk tolerance as well as a dummy variable for whether the student has some inconsistent data entries.
### Table VI Treatment Effect on Grades Given by Teacher

<table>
<thead>
<tr>
<th></th>
<th>A: Sample 1</th>
<th></th>
<th>B: Sample 2</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Math Grade</td>
<td>Verbal Grade</td>
<td>Math Grade</td>
<td>Verbal Grade</td>
</tr>
<tr>
<td>Treatment</td>
<td>-0.054</td>
<td>-0.013</td>
<td>0.002</td>
<td>-0.006</td>
</tr>
<tr>
<td></td>
<td>(0.10)</td>
<td>(0.07)</td>
<td>(0.11)</td>
<td>(0.13)</td>
</tr>
<tr>
<td>Permutation p-value</td>
<td>0.623</td>
<td>0.863</td>
<td>0.992</td>
<td>0.982</td>
</tr>
<tr>
<td>Control Mean</td>
<td>0.06</td>
<td>0.05</td>
<td>0.10</td>
<td>0.09</td>
</tr>
<tr>
<td>N</td>
<td>2237</td>
<td>2233</td>
<td>1404</td>
<td>1404</td>
</tr>
</tbody>
</table>

Notes. Estimates are obtained via Ordinary Least Squares regressions. Standard errors are clustered at the school level (unit of randomization) and reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The dependent variables are the students' math and verbal grades at follow-up, which were given by the teacher. Treatment is a dummy variable which equals 1 if the student attends a school which has been treated with the grit intervention. Controls include gender, the Raven score, class size and baseline beliefs and test scores.
Table VII Treatment Effect on Standardized Test Scores

<table>
<thead>
<tr>
<th></th>
<th>A: Sample 1</th>
<th>B: Sample 2</th>
<th></th>
</tr>
</thead>
<tbody>
<tr>
<td></td>
<td>Math Score</td>
<td>Verbal Score</td>
<td>Math Score</td>
</tr>
<tr>
<td></td>
<td>Long-Run</td>
<td>Long-Run</td>
<td>Short-Run</td>
</tr>
<tr>
<td>Treatment</td>
<td>0.225**</td>
<td>0.046</td>
<td>0.311***</td>
</tr>
<tr>
<td></td>
<td>(0.09)</td>
<td>(0.07)</td>
<td>(0.09)</td>
</tr>
<tr>
<td>Permutation p-value</td>
<td>0.044</td>
<td>0.572</td>
<td>0.008</td>
</tr>
<tr>
<td>Control Mean</td>
<td>-0.09</td>
<td>0.02</td>
<td>-0.06</td>
</tr>
<tr>
<td>N</td>
<td>1040</td>
<td>1036</td>
<td>1347</td>
</tr>
</tbody>
</table>

Notes. Estimates are obtained via Ordinary Least Squares regressions. Standard errors are clustered at the school level (unit of randomization) and reported in parentheses. * p<0.10, ** p<0.05, *** p<0.01. The dependent variables are the students' math and verbal standardized test scores at follow-up. The long-run follow-up data for Sample 1 was collected 2.5 years after the intervention. For Sample 2, the short-run and the long-run follow-up data were collected immediately after the implementation of the intervention and 1.5 years after the intervention, respectively. Treatment is a dummy variable which equals 1 if the student attends a school which has been treated with the grit intervention. Controls include gender, the Raven score, class size, baseline beliefs and test scores.
Notes. The figure depicts the estimated treatment effects and their 95% confidence intervals (see Tables III-VII and Online Appendix Table A.17). Confidence intervals are based on standard errors clustered at the school level (unit of randomization). The vertical line indicates a treatment effect of zero. The first four outcomes are long-run test scores and grades, respectively, followed by the standardized survey constructs of beliefs (growth mindset) and grit. The remaining outcomes come from the incentivized task. 

**Difficult R1-R5**: Binary choice of difficult task (rounds 1-5). **After Failure**: Binary choice of difficult task in round 2 conditional on failing in round 1 (for sample in which the difficult task was imposed in round 1). **Next Week**: Binary choice of difficult task for week 2. **Payoff Round 1**: Payoff in round 1, week 1. **Success Visit 2**: Success rate in visit 2 (for sample in which difficult task was imposed in visit 2). **Payoff Visit 2**: Payoff in visit 2. **Total Payoff**: Total payoff from both visits.
Figure II Effect of Treatment on Self-Reported Malleability Beliefs.

Notes. This figure displays the distribution of self-reported beliefs about the malleability of skills at follow-up which cannot be explained by baseline covariates. Residuals are calculated on the basis of the regressions presented in Online Appendix Table A.17.
Figure III Effect of Treatment on Self-Reported Grit.

Notes. This figure displays the distribution of self-reported grit at follow-up which cannot be explained by baseline covariates. Residuals are calculated on the basis of the regressions presented in Online Appendix Table A.17.